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Introduction 
Purpose of this Document

As a new hire for CCF, you are probably familiar with Macintoshes and IBM compatibles, but may not be as familiar with UNIX. UNIX is unlike the other operating systems in most aspects, and may seem alien to those used to graphical user interfaces (GUIs). 

The purpose of this document is, if you have not used UNIX before, to familiarize you with UNIX, to make you feel comfortable moving around in UNIX, and to allow you to answer most questions you may be asked. If you are already familiar with UNIX, this document will strive to give you a solid foundation in using UNIX, and go more in depth in areas you may not know well.

How to use this Document

This handbook can be used in two ways: it is written so that you can read it straight through for a thorough, basic understanding of UNIX, or it can be used as a troubleshooting guide.  A table of contents is included, as well as an index of common problems.  Most of the problems you will encounter in the labs can be solved by using this book as a reference.  

What is UNIX

UNIX is a multi-user, multitasking network operating system.  What this means is that multiple people can be logged on to the same machine at the same time, and each can do multiple things at once on the system.  Windows 95 for instance is a single user operating system, one person logs on, and then if someone else wants to use the computer they have to grab the keyboard away from the first person.  For example, if eden were running Windows 2000 instead of UNIX there would be some problems. First off, only one person could check their mail at a time, and second, they would have to go to Busch to sit in front of eden to check their mail. This of course would not work.

UNIX is a text-based operating system. When you log on, you are greeted with simply a prompt. At the prompt, you type in commands to open programs, look at your files, read email, etc.  For those who remember it, DOS is a very stripped down single user version of UNIX. UNIX uses many commands analogous to DOS commands and is much more powerful, but otherwise it is the same concept.  

By connecting over a network, UNIX allows multiple people to log onto a single machine.  You can connect to a UNIX machine using programs such as telnet or ftp, or by using a terminal.  The purpose of a terminal is to allow you access to a UNIX server with a minimal cost in hardware or extras. In UNIX most of the processing is done on the server end, not on your local machine (unlike PCs and Novell, where most of the processing is done on the machine you are sitting at).  It doesn’t make sense to use an expensive workstation just to use telnet, to check email, or to use a web browser, so there are terminals. 

There are two types of terminals: dumb terminals and smart terminals.  A dumb terminal does no processing at its end; it is basically a keyboard and a monitor that sends what you type to the UNIX machine (such as eden), and displays whatever the UNIX machine tells it to. Most dumb terms display text only. There are dumb terminals located in the Cook Café along the wall by the window.  For their purposes, such as checking email, they work fine even though those terminals are probably 15 years old. 


Where UNIX Comes From

To understand why UNIX is how it is, a brief history of UNIX is in order. In 1969, computers were all massively large, expensive machines that, by today’s standards, were also massively slow. Only large universities, government organizations, and large corporations had them. On many computers, programs were still entered in on punch cards or tape. Keyboards were a recent invention.  Let’s go to Bell labs, a research division of AT&T somewhere in New Jersey. In the basement is a hermit of one of the original computer nerds named Dennis and his coworker Kenneth.

Back in that day, whenever a new model of computer came out, they had to write a new operating system for it.  This was annoying because whenever you went to a different model of a machine, you had to learn a new operating system. And these operating systems were barbaric, arcane, and all around miserable. The reason each different model needed a different OS was because operating systems were written in assembly language, and assembly language is different for each different type of computer.

Now Dennis had an idea: He would write a new operating system in a higher level computer language, then he would just need to write a compiler for each new model of computer-- a far simpler task. So he and his fellows wrote a computer language named C (because the programming language B was not good enough) and wrote the first version of UNIX in C.

They wanted several things when making their operating system:

· Simplicity and elegance

· Reusability of code written in a high level language
· Capacity to be easily modified

· Support for multiple users and multiple processes.
What they wrote in 1969 – 1970 is the first version of UNIX.  Many of the conventions are still in use today, like the command names that are sometimes frustratingly short. (ls, mv, cd, ln, ed ). But remember, in 1969 these computer programmers were working on very slow equipment and were writing this for their own use.  They wanted to type as few characters as possible.
Dennis and Kenneth spent a few years refining UNIX, and UNIX became rapidly popular with research institutions and universities. It was shipped for $50, on a reel-to-reel tape, which was pretty much the cost of the blank tape. The source code was freely available so different people could modify it or write programs for it easily or just generally tinker around with it. 

Originally, UNIX was placed on one mini computer (not a small computer, but a small supercomputer) and they would attach several dumb terminals off of it so several people could work at once. There was a computer at Bell Labs in the basement that Dennis and Kenneth and the others used, and then there was a computer on the 5th floor, which they often had to transfer files to (walking disks up 5 floors did not appeal very much to them). So they began working with existing primitive networking research, and rewrote UNIX to work as a network operating system, which would ensure its usefulness for years to come. Most of the protocols for the Internet were written on UNIX in the early eighties/late seventies, therefore UNIX had a perfect implementation. 

Since the early eighties, UNIX has become the choice for universities, research centers, and internet sites, because of its flexibility, network capability, and ability to work on many different type of machines.

The important thing about this history is how it explains UNIX’s idiosyncrasies. UNIX was written for programmers, and research scientists, not for the general public. It was written for its creators to use, and was distributed to other people who might find it useful, not for a large profit until the late eighties.  The commands are designed so you have to type as little as possible, and are designed to be flexible and powerful, not necessarily friendly. The help files can be pure technical gibberish, the word processors can be arcane. They stayed with a text-based interface,  and never bothered to remove obsolete commands. UNIX was made by techies for techies, and lazy ones at that! But once you get past the initial unfriendliness of the interface, UNIX is actually quite simple and straightforward because techies don’t want to make things harder than they have to be.  So there is no need to be afraid.  

Why Rutgers Uses UNIX

So you may be asking at this point, why we use a 30-year-old operating system? You may think we are behind the times to use something so archaic and unfriendly. 

Well first off, UNIX has grown a lot in 30 years, and there are many different versions of UNIX. Most of them look the same to the average user. But there have been improvements over the years and until recently there was no other serious choice for a network operating system in a place as large as Rutgers.  Yet one may argue now, why don’t we go to Windows NT or some other network OS?

Secondly, UNIX is streamlined and efficient.  Without much of the fluff of GUI operating systems, UNIX will run much faster on equivalent hardware than other operating systems.

UNIX is stable due largely to its simplicity, and it rarely ever crashes. If eden were running Windows NT, the amount of times it would crash would be nightmarish.  
Since UNIX is centralized, it works well with our labs.  Users may log on to any machine and access their mail or UNIX files with ease because all of this information is kept on a centralized server.  Other network operating systems are more decentralized and assume a more business environment, where each user probably has a separate computer that is their own.  Also, hard disks are mounted in the file system as directories in UNIX, unlike Windows where each drive is given a letter designation. On eden there are probably about 40+ hard disks; you wouldn’t want to have to find a file when you didn’t know if it was on drive F:, W:, or AB: . UNIX makes the physical location of files transparent to the user. 

Making web pages in UNIX is easier, as your web page is just a directory in your UNIX account. There is no transferring of files to a separate web server, or ftping. Everything is centralized in one location. 

UNIX is easier to customize to meet any special needs of Rutgers.  It talks well to all platforms of computers, and almost every setting in UNIX is customizable, making it flexible and powerful.  When something goes wrong, the errors are fewer in possibilities and easier to 
fix. Also, since UNIX was written for programmers, there is excellent support for programming on the platform, making it ideal for computer science classes.

In short, because it is simple and low-fi, it is reliable, and can do many tasks more efficiently.

The downside of UNIX is its text only interface is not friendly to the average user. X-terminals help this slightly by making UNIX a bit more graphical. Also, the lack of useful help files can be maddening, and UNIX lacks applications outside Internet applications and programming.
At this point you may be asking, “I see why Rutgers would choose to use UNIX, but why would a non-comp science student want to use UNIX?”  In the Rutgers-like setting, there are a few advantages for using UNIX:

· Your settings are customizable. For example, you can set up your x-session to be how you want it, display different background images, or change the layout. Basically, everything you would do to modify the appearance of your computer at home, you can pretty much do to your x-session. 

· Even lower than your x-session, your shell (what you get if you ssht in) is customizable, from the prompt, to setting aliases for commands, to running scripts etc. 

· You don’t need a disk if you keep your files on your UNIX account. Disks go bad, get lost, and are otherwise sketchy. UNIX allows a centralized place to keep your files. 

· Pine is a much more powerful and reliable mail reader than other mail readers. It has fewer bugs, its problems are straightforward to fix, and you can customize folders and address books with ease. With procmail you can also set up your account to filter your mail, etc. There are just more options, and less that can go wrong. 

· In making a web page, working directly with UNIX is much less clumsy than dealing with ftp. 

· You can install software on UNIX, as long as it fits on your account, because unlike Windows or Mac software, most UNIX software does not try to change any system settings. Also, writing programs and scripts for UNIX is not difficult once you have a solid grasp on UNIX. 

· You can leave programs running on UNIX even if you are not there. For example, if you have something that is going to take a long time, you can set it up so you can start the command, log off, and come back later when its finished. 

So in short, UNIX is useful for internet applications, programming, and customizing your work area so you feel at home when you use the labs. 

How UNIX works

Kernels and shells

The heart of the UNIX operating system is called the kernel. This is loaded into memory when the UNIX server is booted. It handles all the core operations of the system, including executing programs, managing the processors, allocating memory, etc. 

What you see when you log into a UNIX machine through a program like Telnet (i.e. when you have a prompt) is called a shell. The purpose of the shell is to interpret what you type in, then translate it and send your request to the kernel in the way the kernel will understand. Having the shell separate from the kernel gives UNIX a lot of power, because there are several different shells to choose from.  If you were a programmer you could write your own if you felt so inclined. So you can change the interface to UNIX without changing the core of UNIX, or changing anything for any other user. An example of this is Menus, which Rutgers made to try to make UNIX easier for new users, which you may remember from when you got your account.  Some of the different shells and their main features are listed below:
lush – Lush is also known as menus.  When a user first accesses their eden account they’re presented with lush.  The purpose of lush is to provide an easy to use, user-friendly interface to the UNIX operating system, in which the user does not to have any understanding of UNIX to use.  The problem with lush is that it is a very restrictive tool.  When you want to do anything slightly complex in UNIX lush will end up hindering you.
tcsh – Once you’ve gotten past lush, tcsh is the default shell on most Rutgers UNIX machines you will encounter.  It is powerful because it features command-line completion (through the use of the TAB key; see the section on shells), and has a history list.  When doing scripting for it, it has a C-like syntax.

bash – Though very similar to tcsh, bash was actually programmed completely differently from tcsh.  For the basic user they are almost completely the same (an exception is the history list for bash, which is much longer and is kept from session to session because it is stored in a file).  

sh – The very first shell and also the weakest.  Its advantage is that anything scripted to work in sh will work in any other shell.

resource files – The resource files are where the user configures how the shell (whichever one you are using) will look and act.  This is where you would change what your prompt looks like or where you would run startup scripts, as well as configuring global variables.  The resource files are different for every shell.  The primary resource file for tcsh is .cshrc and for bash it’s .bashrc.  In general the primary resource file tends to follow a naming scheme of the .shellnamerc.
Beyond the primary resource file we also have a variable number of secondary resource files with specialized purposes.  For example tcsh has the files .login and .logout, which run their contents every time the user logs in or logs out, respectively.  Equivalently, bash runs the .bash_login file when you login and the .bash_logout file when you logout.
File System

The way UNIX organizes files is in a large tree. The topmost directory is called root.  Sub directories then branch off into more subdirectories, with the files as leaves (to keep the analogy going). UNIX treats everything like a file. Directories a just special files that are like phone books containing a list of files and their physical location on the disk. 

When you log in, you are started in your home directory. This is an area where you can save files to, where all your configuration files, web pages, and saved work are. Every file has an owner, and usually only the owner of the file can modify it. (we will get to this in more detail later). The administrator of the system has an account called root, which can modify any file on the system.  

The following page shows an example of a very scaled-down version of the eden file directory structure, and is not meant to represent the entire system.  The / represents the root directory.  Purgatory and nirvana are divided into several partitions,  each named u# (for example, u17), where home directories are located.   In our example, a student with the username rfox has his home directory located on u7, which is part of purgatory.  He has four files and directories in his account: mail, prog.java, .cshrc, and .login.







Processes

A process is just something using the system's processors: a program that is running, a job, etc. UNIX swaps back and forth between processes very quickly, working on each one a little at a time. That way many people can be logged on, and you don’t have to wait for your friend’s job to finish before you can do anything. 

Commands

Enough theory.  When you log into an account, you are faced with a prompt that is waiting for commands.   The prompt for eden machines looks similar to this:


er6%>

It may seem strange that when you log into eden, the command prompt reads “er” and then some number rather than simply “eden.”  This is because eden is comprised of several different machines, named er2, er3, er4, er5, er6, and er7.  When you log into eden, you are logging into one of these machines.  No matter which machine you are logged into, it is still eden and everything will work exactly the same way.

For remus and toolbox, the prompts will be depicted here as 

remus>

toolbox>

All commands have the same basic syntax:


commandname <-flags> <arg1> < arg2> ...
where the command name is the name of the command or program you wish to run. Flags are options to change the functionality of a command. (for example lpr is the print command, lpr -#2 would print 2 copies) It does not matter what order the flags are in. arg1 and arg2 represent arguments, which are what you want the command to act on. Usually this is a filename. Most commands can accept multiple arguments.  (for example, typing  lpr -Plorlp1 -#2 file1 file2 would print 2 copies of both file1 and file2 on printer lorlp1).  All commands follow this basic syntax.


Throughout this document, commands that you need to type into UNIX at the command prompt are written in bold typeface.  Arguments and flags will be contained in <> (which is basically anything that gets replaced by a real filename, etc.). The output from the command will be displayed as plain text.  

An asterisk, *, is a “wild card” that takes the place of 1 or more characters.  For example, typing a command such as

er6%>ls *.doc
will return a list of all files that include the extension .doc. 

The UNIX accounts you are given as a consultant
eden – This is the standard student account you are given at Rutgers.  This account is for personal use, and you may use it for anything that does not violate the acceptable use policy that applies to all Rutgers students.  You may access the acceptable use policy online at http://oit.rutgers.edu/policies.html.

remus – This is the undergrad computer science machine. You may already have one if you are a computer science student. If not, you will be given one but may only use it to help users with problems on remus.

rci – This is the faculty/staff machine.  This account is only for helping faculty/staff trouble shoot problems with their account. 

toolbox – (also called nbcs) This is your work account. All your work email will come to your toolbox account; all staff web pages, etc go on this account. You are expected to check your toolbox mail every shift you work. This account is only to be used for work related purposes. 


Basic Commands and Navigation
Now that you have a basic understanding of UNIX, let’s move onto the information that will make you a good consultant.

man pages


The man pages (shorthand for manual pages) are the online help available to anyone using a UNIX shell. The man pages are extremely comprehensive in their detail, and can be utilized to answer questions concerning the particular commands that are available on the system and their options. To utilize a man page, type

toolbox>man <command>
where command is the command you want information about. If you have an idea what a command is but you don’t know the actual command, you can try to find it  by using the –k flag and substituting a keyword for the command name.  For instance,

toolbox>man –k mail
would display a list of many commands associated with mail.
Opening a new shell

There are a few ways to open a new shell or connect to a different UNIX machine:

telnet

The telnet  command allows users to open up a new UNIX shell, relying on text to display information and receive commands. The syntax for this command is 

er5%>telnet <server> <port>
The server is whichever server you wish to connect to, such as remus.  For example, to telnet from eden to remus, you would type
er5%>telnet lab-line 4001
Once connected, users will log on with their user name and password, and can then manipulate the new shell with commands as desired.

Please note that many servers require that you use ssh (see below) instead of telnet.



ssh

ssh, like telnet and rlogin, allows you to connect to a host and issue commands to its shell.  But unlike telnet and rlogin, ssh encrypts the data sent over the network to keep the transmission secure.  For example, to connect to remus from eden


er5%>ssh remus.rutgers.edu







lush
Menus (also called lush) are the default setup for new users on eden.  Menus replace the prompt with a menu-driven interface to UNIX in an attempt to make it friendlier to use. However, by doing so it makes complex tasks, such as getting a user under quota, more time consuming and difficult.  Therefore, as a consultant you should not use menus, even though they are useful to the average user. 

To get rid of menus permanently, choose the revert command from the menus. This will place an empty file called .nolush in your home directory, which will tell UNIX not to start menus when you log in.  If you have to help a user with menus on their account, you can access a normal shell by doing the following:


From the first menu, choose tools

From the second menu, choose cmd

At this point, the shell is waiting for you to enter a command.  Type tcsh

This allows you to run a new shell as a command.  When you have fixed the user’s problem, you can log out and their menus will once again appear.  Never permanently remove a user’s menu setup unless he or she wants that. 
To give a user's menus back after they have been mistakenly reverted, remove the file named .nolush from their account. 

ls

The ls command lists files and directories.  It will display them in a way similar to this:

remus% ls
assignment         linux_images         stylekey.css

index.html           official.gif                 stylekey.css~

index.html~         old.index.html
Flags can be included in the ls command to show different aspects of files.   ls –al for example, will include additional information such as file size, whether the file is a file or a directory, and the access permission (more about permission is included under the heading chmod).  It also lists hidden files, which are files that begin with a . (dot).

remus% ls -al
total 23

drwxr-xr-x   4 sita     aid             512 Nov 12  1999 .

drwx------  14 sita     cs417-1   1536  Jun  7 11:43 ..

drwx------    2 sita     aid            512  May  4  1999 assignment

-rwxr-xr-x    1 sita     aid          2096  May 18  1999 index.html

-rw-------      1 sita     aid           197  May 18  1999 index.html~

drwx------    2 sita     aid            512  May 18  1999 linux_images

-rwxr-xr-x    1 sita     aid        10968  May 18  1999 official.gif

-rwxr-xr-x    1 sita     aid          1287  May 18  1999 old.index.html

-rwxr-xr-x    1 sita     aid            909 May 18  1999 stylekey.css

-rw-------      1 sita     aid               0  May 18  1999 stylekey.css~

cd

cd is used to change the directory that you are in. 

remus>cd <directory name>  

will take you to a directory one step below the directory that you are in. For example, if you have a web page, you have a directory named public_html in your home directory.  While you are in your home directory, typing the following command will move you into your public_html directory:

remus>cd public_html
Typing cd without a directory name will move you back to your home directory.

.. – Parent Directory
You already know how to move down into subdirectories and back to your home directory.  To move up one directory type

remus>cd .. 

For example, if my home directory is /goshen/f4/majesty, then entering cd.. will move me to /goshen/f4 , and entering cd ... again moves me up to the directory /goshen
~/ - Home Directory
To switch into the directory of another person on the same UNIX system, you can type:


remus>cd ~<username>

The ~ (called tilde) character tells UNIX that the directory is another user’s home directory.  For example, if I wanted to change into the home directory of a user name kellyz, I would type 

remus>cd ~kellyz 

./ - Current Directory
./ is used to execute a command on a file in the directory that you are currently in.  This is necessary to run a program from your account because your shell will not look for a command in your current directory, so if you have a program in your home directory you must tell it you look in your home directory.  Example: if you have a program called helloworld, you must type this to execute it

remus>./helloworld

pwd

pwd displays the present working directory. When typed at the command prompt, this will display the directory tree that you are currently in. 
cp

cp copies a file from one location to another. Its syntax is:

remus>cp <source> <destination>
If you have a file named draft and you want to copy it into a file named final, you would type


remus>cp draft final
mv

mv, the move command, is similar to the copy command.  The difference is that the it will move a file from one location to another rather than copy it.  It is useful to move a file into a different directory, or to rename a file.  


remus>mv <sourcefile> <destinationfile>
If  you were to use the mv command to move a file named index.html into your public_html directory, you would type


remus>mv index.html public_html

However, if you simply wanted to rename the file index.html to be main.html, you would type


remus>mv index.html main.html
Spaces in filenames

Spaces in filenames are confusing to the UNIX system.  Putting a filename in quotations will allow you to manipulate filenames that contain spaces because it tells the shell to interpret the filename exactly as is.  Additionally, typing a backslash (\) before a space will work as an escape sequence.  For example, both of these will work for a file name Macintosh Files


remus>ls “Macintosh Files”

remus>ls Macintosh\ Files

rm

rm is the command to remove (delete) a file from your account.   Use caution when removing a file because you cannot undo it.


remus>rm <filename>
mkdir

mkdir is the command to create a new directory. 

remus>mkdir <newdirectoryname>

rmdir

To remove a directory, the command rmdir is used. 


remus>rmdir <directoryname>
Directories must be empty before rmdir can be employed. The flag –r added to rmdir will automatically delete the directory and all of its contents. This is called a recursive delete, and the command syntax would be

remus>rmdir –r .netscape/cache

chmod

chmod will change the access privileges, or permissions, on a file or directory that you own.  This is necessary when creating web pages, since you want people other than you to be able to see the pages, but you probably don’t want others to be able to modify them.

If you list the files in your account in long format, you would see something like these two lines:

drwx------   2 sita     aid           512 May  4   1999 assignment

-rwxr-xr-x   1 sita     aid          2096 May 18  1999 index.html

There are two items here, a directory named assignment and a file named index.html.  On the far left, there is a series of letters for each of the items, and they indicate who has permission to do what to those files.  

The very first place on the left for a character indicates whether the file is a file or a directory.  A ‘d’ is indicative of a directory while a ‘–‘ is indicative of a file.  Following that are 9 more characters.  These 9 characters are broken into groups of three.  The first group of three indicate what permissions you, the user, have for that file.  ‘r’ stands for read, ‘w’ stands for write, and ‘x’ stands for execute.  A dash ‘-‘ in place of a letter indicates a lack of permission for that particular function.  In both cases above, the user has permission to do all three things (which is usually the case). The other two groups of three work the same way.  The second set of three is the permissions for the user’s group, and the last set of three is the permissions for the world. 

In order to change the permissions for any grouping, the chmod command is employed.  The syntax of the command is 


remus>chmod <###> <filename>
The pound (#) signs are replaced by a three-digit number that indicates what permissions each group is being assigned.  The first number is the user’s permissions, the second is the group, and the third is the world.  To figure out what each number should be use the chart below.

0: No Access



4: Readable Only (r)

1: Executable Only (--x)

5: Readable & Executable (r-x)

2: Writable Only (-w-)


6: Readable & Writable (rw-)

3: Writable & Executable (-wx)
7: Readable, Writable, & Executable (rwx)

When you have a web page, you typically give all three permissions to yourself; but to your group and the world, you give read and execute permissions only.  That way, only you can change your web page.  To set the permissions that way for a file named index.html, you would type:


remus>chmod 755 index.html

The public_html directory is where all web pages must be kept in order for them to be seen with a web browser.  The directory itself must allow the user’s group and the world to have read and execute permissions.

There are times when you need to change the permissions for everything within a directory (including its subdirectories).  To change permissions for all files in a directory give chmod the –R flag, which will tell chmod to recursively apply permission changes.  For example, to change permissions on all web pages in public_html and public_html itself:


remus>chmod –R public_html
Permissions can be set using characters as well.  The following list demonstrates the characters used to set permissions.
u = user

g = group

o = others

a = all

+ = add permission

- = remove permission
Using the characters listed above, you can allow read, write and execute for the user and read and execute for the group and everyone (for the public_html directory) by typing in the following sequence of commands:
remus>chmod u+r+w+x public_html
remus>chmod g+r+x-w public_html
remus>chmod o+r+x-w public_html
Common web-page errors in web browsers
If you try to access a web page and see a 403 or 404 error, it means that the permissions are not set correctly for that file or directory.



umask

When files in Unix are created file permissions are generated for the

file.  The umask permissions are turned off by default for all files

created.  The umask is especially important for work done on remus because

programming projects should not be viewable by others.  If default

permissions are not set strictly a file might accidentally be viewable by

other students.  A safe umask value is 077.  This value will cause all

group and world permissions to be turned off and leave any owner permissions unchanged.
  An example of how to set the umask is

remus>setenv umask 077


quota


On each account that you have, you have a certain amount of disk space allotted to you on your home directory and for your incoming email.  This is generally called your quota.  On eden, your quota is 204.8 megabytes of disk space for both your home and mail directories. 
Temporarily, you may use more disk space than your quota.  This is known as your limit.  If you exceed your quota, you have seven days to remove enough files from your account to get your usage back under your quota.  If the time has expired, you will have trouble using your account until you are below your quota once again.

Currently on eden, the quota is the same as the limit, both of which are 204.8 megabytes. This means that you cannot put more than 204.8 megabytes of space in your eden homedir under any conditions. Once you reach the limit of 204.8 megabytes, you cannot write any further files onto your account. 

It is not difficult to check your quota and disk usage.  Typing quota –v will display output similar to this (the quota sizes are displayed in kilobytes; 1 megabyte = 1024 kilobytes): 

er6%> quota –v
Disk quotas for adeveci (uid 48037):

Filesystem               usage          quota        limit        timeleft         files    quota      limit  timeleft

/empyrean/home0   6410            5000        20000   
   4 days          1        0          
0

/empyrean/home1   6410            5000        20000   
   4 days          1        0          
0

/empyrean/home2   6410            5000        20000   
   4 days          1        0          
0

You can see that in this case, a user named adeveci is over quota on /empyrean/home0. The usage shows he is using 6410 kilobytes of space in his home directory, where the quota he has is 5000 kilobytes.  Three days have gone by since he exceeded his quota, so he has 4 days left to get his account under quota, or he will be unable to write anything to his home directory.

If you type “quota”, without the –v flag, it will only produce results if your account usage is above the quota. If you aren’t above the quota, the command will output nothing.  The quotas listed below are accurate for consultants:
eden quota – 204.8 MB
            eden limit – 204.8 MB

remus quota – 5 MB


remus limit – 15 MB

rci quota – 2048 KB 


rci limit – 2048 KB















du

Typing du -h will display the disk usage within your account and it will be similar to

the following output:  



       er6% du -h
  76K   ./.dt/sessionlogs

   4K   ./.dt/types/fp_dynamic

   8K   ./.dt/types

   4K   ./.dt/icons

   4K   ./.dt/appmanager

   4K   ./.dt/help

  24K   ./.dt/sessions/current.old

  24K   ./.dt/sessions/current
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The first column displays the size of the directory, and the second column displays the path of the directory.  The ‘-h’ flag makes the du output more human friendly.
Troubleshooting Quota Problems

Exceeding quota is not nearly as common as it was just a year ago, but it still happens. To fix it, start with step one and only use as many steps as you need to fix the problem.

1. List the files and directories in the account in the long form:


   
 
er6%>ls –al | more

Look for especially large files, and delete everything that the user gives you permission to delete. Be sure to check in directories, including /mail (/mail is where all folders that users create in Netscape Mail or Pine are kept.  The INBOX is not here).  If  you use the command du, you can see where the largest files are located.

2. Look for a file named core and remove it if it exists (the file is a dump of information that sometimes happens when a process dies, especially Netscape or a program the user is working on).

3. Have the person go through his mail and have him delete everything he is willing to delete.  In Pine, you can sort the mail in any folder by size by entering that folder, typing $, and typing z when Pine asks what kind of sort you want.  Sorting in this manner allows the user to see the largest message and delete them first. 

4. Execute this series of commands from the user’s home directory to clear his Netscape cache:



er6%>cd .netscape


er6%>rm –r cache
    Since the cache is comprised of many directories that contain files, you need to use the –r flag to tell rm to recursively remove the contents of the directories (rm will not allow you to remove non-empty directories otherwise).  

A note for Remus/Romulus/Terrapin Accounts

Netscape is configured to cache up to 10MB of web pages on the undergrad CS accounts. The quota for these accounts however, is only 5MB.  To avoid repeatedly clearing your cache you can change the amount of space Netscape uses to cache pages by following these steps:

1.   Open Netscape

2. Go to Edit => Preferences => Advanced

3. Click on the triangle next to Advances and double click on Cache

4. In the box labeled Disk Cache change the limit to something less than 5MB.

5. If you never want to clear your cache again, set it to zero.

6. On some of these machines the command ‘cleancache’ is available, which will clear the cache for you.
webinit

Typing webinit at the prompt on eden will set up your eden account with a public_html directory, and index.html file with some basic html code in it, and set the permissions correctly for those two items.  It can be thought of as copying a template for a web page to your account.
less/more

These commands display the contents of a text file on the terminal, one screen at a time.   more and less will allow you to read through the contents one screen at a time using the spacebar, or one line at a time using the enter key.  The less command will also allow you to use the up and down arrow keys.
The syntax of the command is as follows:




er6%> more filename



er6%> less filename
To quit either command, type q or <ctrl>-c.
cat

Cat can be used to display the contents of a file on the screen.  If you wanted to display the contents of a file named index.html, you would type




er6%> cat index.html




<HTML>




<HEAD> This is my web page </HEAD>




</HTML>




er6%>

> - Send Output to File
The redirection arrow will take the output of a command and write it to a file.  




er6%>man quota > quota_man_page
The above command would take the contents of the man page for the command quota and instead of displaying it on the screen, write it to a file named quota_man_page.  
Using cat and  >, you can take the contents of multiple files and concatenate them into one file.  In this case, we are combining files named ex1 and ex2 into a file named conclusion.




er6%> cat ex1 ex2 > conclusion
>> - Append Output to File
If you were to use the single redirection arrow to move one file to a new file, like this




er6%>cat ex1 > conclusion

it would overwrite the contents in the file conclusion with the contents in the file ex1.   However, the >> can be used to simply append the contents of one file to another.  For example,




er6%>cat ex3 >> conclusion
would take the contents of ex3 and append it to the bottom of conclusion.

< - Send File as Input
< redirects the input from the file on the right of < to the program on the left.  It can be tedious to debug a program that prompts for user input since you may have to input many lines of text just to debug it once.  File indirection can solve this problem.  Just put each line you want to input to the program into a file input.txt and then type




remus> program < input.txt

at the shell to debug the program.

touch


Typing touch filename will update the time your file was last accessed to the current time, or create a new file with that name if one does not already exist.  




er6%>ls -al



-rwx------   1 adeveci  students    1562 Feb 19 13:46 .xinitrc




er6%> touch .xinitrc



er6%> ls -al



-rwx------   1 adeveci  students    1562 May 25 12:40 .xinitrc


| (pipe)

By inserting the pipe character between two commands, you can send the output of the first command as the input of the second command.  You can take the output of a command such as ls –al and pipe it through the more command so you can view the output one screen at a time. 



er6%>ls –al |more




total 1311




-rw-r--r--       1 sita          ccfs             244  Apr 19 10:18   #mtg4-21#




-rw-r--r--       1 sita          ccfs             410  May 12 12:20  #mtg5-12#




-rw-r--r--       1 sita
 ccfs             408  May 12 09:16  #mtg5-12#~




drwx------     19 sita         ccfs          3072  Jun   05 13:26  .




drwxr-xr-x 477 root
other       13824  Jun   05 00:23  ..




-rw-------        1 sita         ccfs          2107  May 30 08:50  .Xauthority




-rw-------        1 sita         ccfs            133  Sep    06 1996  .Xdefaults




-rw-r--r--        1 sita         ccfs          1635  May  25 16:46  .acrorc




-rw-r--r--        1 sita         ccfs            237  May  25 16:46  .acrosrch




-rw-r--r--        1 sita         ccfs            166  Aug   26  1999  .addressbook




-rw-r--r--        1 sita         ccfs          2456  Aug   26  1999  .addressbook.lu




-rw-r--r--        1 sita         ccfs              12  Jan    20 17:29  .alias




-rw-------        1 sita         ccfs            350  Jun    05 12:36  .bash_history




-rw-------        1 sita         ccfs            535  Sep    06  1996  .bash_inputrc




-rw-------        1 sita         ccfs          2314  Sep    06  1996  .bash_profile




-rw-r--r--        1 sita         ccfs            582  May  11  1998  .bashrc




-rw-------        1 sita         ccfs            698  May  11  1998  .bashrcold




-rw-------        1 sita         ccfs            419  Mar   10  1997  .cshrc




-rw-------        1 sita         ccfs          3613  Aug   13  1996  .emacs




drwxr-xr-x      3 sita        ccf              512  Aug   28  1998  .fullcircle




-rwxrwxrwx    1 sita        ccfs        19150  Jul     20  1999  .fvwmr
grep

The command grep is used to search for information in a file or files for lines that match a provided regular expression.  grep comes from a command meaning to globally search for a regular expression  and then print the found matches.  This command can be useful for finding the right file among many, figuring out which is the right version of something, searching for a NetID in databases, and even doing tedious work.


er3%>grep [options] regular expression [file(s)]
For example, suppose that we have a file named “RUTGERS” with the contents:

scarlet banner

black border

silver knight

Then we can search for items in our file like this:


er3%>grep scarlet RUTGERS

scarlet banner


er3%>grep black RUTGERS

black border


er3%>grep silver RUTGERS

silver knight


er3%>grep orange RUTGERS

er3%>

Notice that no output was returned by grep orange because “orange” is not in our RUTGERS file.

grep can also be combined with other commands.  For example, if one had a file of numbers named “mynumbers” that contained one entry per line, then the following command would give an alphabetical list of all people with the name that contains the string “Bob”.

er7%>grep Bob mynumbers | sort
Alpha, Bob: 932-1234

Beta, Bobbie: 932-4321

Bobbers, William: 445-3214

Zeta, Bobby: 445-1342

For other uses of grep, see ypcat and ypmatch
Printing

lpr

The command used to print to a printer from UNIX shell is the lpr command.  

The general form is as follows:

er6%>lpr –P <printername> <filename>

If you want to print multiple copies of the same document, insert the number of 

copies after the lpr printer name, as shown:

er6%>lpr –P <printername> -#<# of copies> <filename>

For example, to print 3 copies of a file named print_test to the printer named lorlp5:


        er6%>lpr –Plorlp5 -#3 print_test
Although the printer name is specified, the job will still arrive in the PHAROS queue.  From there it must be released like any other print job.
mpage
If you want to print multiple pages of a .ps (postscript) file on one sheet of paper you can use the mpage command.  With mpage you can print two (default), 4, or 8 normal 

pages per sheet.  The general form is:


       er6%>mpage -<# of pages per sheet> -P<printername> <filename>

For example, to print a file named quiz.ps with 4 pages per sheet of paper you would type 



       er6%>mpage - 4 –Plorlp5 quiz.ps



lpq

The command lpq is used to show the current print queue (list of all print jobs) for 

that printer.  The general form is as follows:


er2%>lpq –P<printername>

Here is an example, using caclp3 as the printer and a file named “conclusion”:

er2%> lpr -Pcaclp3 conclusion
er2%> lpq -Pcaclp3
 Queue caclp3 on er2.rutgers.edu

 Ready since May 25 13:47:43.

 Remote printer caclp3 on elysium.rutgers.edu

 Printing (started at May 25 13:47:43, attempt 1).

 connected, doing initial sync at 13:47:43

 Rank    Owner     Pr     Job    Host           Files                   Form     Size       Time

 active    adeveci      X   266       er2         conclusion                 -         12        13:47

lprm

The lprm command will remove print jobs identified by the job number.  Here is the general form:


er2%>lprm –P<printer name> <job#>
Here is an example of removing a print job:

er2%> lpr -Pcaclp3 conclusion
er2%> lpq -Pcaclp3
Queue caclp3 on er2.rutgers.edu

 Ready since May 25 13:50:39.

Remote printer caclp3 on elysium.rutgers.edu

Printing (started at May 25 13:50:39, attempt 1).

connected, doing initial sync at 13:50:39

Rank    Owner      Pr     Job    Host           Files                   Form      Size     Time

active     adeveci     X     267     er2         conclusion                 -          12       13:50

er2%> lprm -Pcaclp3 267
Queue caclp3 on er2.rutgers.edu

Remote printer caclp3 on elysium.rutgers.edu

caclp3: Removing job 267 (owner adeveci).

If you do not specify a job number it will remove all print jobs owned by the user.




























Processes
Processes are the programs that you are running from your account.  In UNIX you can check which processes you have currently have running using the ps command.  

Listing processes
If you just type ps at the command prompt, it will list all the processes that you currently have running from the shell that you typed the command into.  It lists information including the process ID number (labeled PID) and what command called the process.  The main reason to use ps is to find out a process’s ID number.

If you type



toolbox>ps –u <username>

it lists all the process that the person with the username specified currently has running.  It is useful if you need to look at all of the processes that another person is running and when you have processes running from different shells.

If you type



toolbox>ps -fu <username>

it does the same thing as the last command, except it gives more information about the process.  Some of the extra information includes: the username of the person who called the process, the process ID of the parent process (PPID), the time the process was called (STIME), and a longer description of the command that called the process.  This is the form of the ps command that is most frequently used.  Again its primary use is to obtain a process’s ID number.

Here’s an example of the various forms of this command:



er4%> ps


   PID   TTY    TIME CMD



 22047 pts/102  0:00 emacs



 18428 pts/102  0:00 bash



er4%> ps -f


     UID   PID     PPID  C  STIME   TTY   TIME CMD



nieradka 22047 18428  0 16:09:34 pts/102  0:00 emacs


nieradka 18428 18426  0 15:33:15 pts/102  0:00 –bash



er4%> ps -fu nieradka


     UID   PID     PPID   C STIME  TTY     TIME CMD



nieradka 22047 18428  0 16:09:34 pts/102  0:00 emacs


nieradka 22048 22047  0 16:09:34 ?            0:00   

 /usr/local/gnu/lib/emacs/19.28/sp



arc-sun-solaris2.4/wakeup 60



nieradka 18428 18426  0 15:33:15 pts/102  0:00 –bash


er4%> ps -fu paulmca
 

    UID     PID    PPID  C STIME   TTY   TIME CMD

 

paulmca 18701 18699  0 10:42:48 pts/72   0:00 -tcsh

Note: When using the ps command, it will only list processes running on the machine that you are logged into.  So for eden, if you are logged into er4, you can only see processes running on er4.  If you have processes running on er2, you have to specifically log onto er2 in order to list and kill those processes.

Killing processes
The main way to kill processes is through using the kill command.  In order to use kill, you must know the ID number of the process that you want to kill and you must be logged in under the username that created the process that you wish to kill.

In order to kill a process, first find the PID of the process you wish to kill using the ps command (usually ps -fu <username>) and noting the PID of the desired process.  Then at the prompt type:



toolbox>kill <PID>

Then the process is terminated.  For example:



toolbox> ps -fu crevilla


     UID   PID  PPID  C    STIME TTY      TIME CMD



crevilla 17911 17909  0 10:06:36 pts/58   0:01 -tcsh



crevilla 19857 17911  0 10:38:24 pts/58   0:00 emacs



crevilla 19615   178  0 10:32:18 ?        0:01 in.ftpd -a -u022



toolbox> kill 19857



toolbox> ps -fu crevilla
   

  UID   PID  PPID  C    STIME TTY      TIME CMD



crevilla 17911 17909  0 10:06:36 pts/58   0:01 -tcsh



crevilla 19615     178  0 10:32:18 ?          ß 0:01 in.ftpd -a -u022



[1]  + Terminated             emacs

Sometimes a process will not terminate after the kill command is issued.  (You can check if the process has been terminated by using the ps command again, as we did in the example above.)  If this happens you can type



toolbox>kill –9 <PID>

to kill the process.  The –9 will terminate the process no matter what (referred to as kill with prejudice.)

Another way to kill processes is by using the zap command.  Typing:



toolbox>zap <username>
at the prompt will list through each process being run by the username specified, one by one.  For each process, it prompts with a question mark whether you want to kill the process.  At each inquiry, type y if you want to kill the process or n if you don’t want to kill the process.  The zap command is particularly useful if you want to kill a number of processes at the same time.  Like the kill command, there are some processes that won’t terminate after zap is used.  For these processes, you can use:



toolbox>zap –9 <username>

This will kill any process you choose, assuming you are the owner of the process. 
If you want to kill all processes running for an account you can use the –9 flag along with a –1 flag.  This is useful if there are many processes running that you want to get rid of.  You would use this in the following way: 



toolbox>kill –9 -1

Please note: this will also kill the shell you are currently using (i.e. you will be logged off server).
Another version of the kill command is killall.  Using killall you can specify a process name, and terminate all instances of it.  For example, killall gcc would terminate all processes named gcc.
The kill command is mostly useful if a process is running that you can’t find and it is causing problems as it terminates these unwanted processes.

Foreground vs. background
If a process is running in the foreground, it means that process is running in the shell in which you are currently working.  When you run a process in the foreground, the prompt does not appear again until the process finishes running.  Therefore, another command cannot be issued from that shell until the process finishes running.

When a process is running in the background, the process is not running in the shell that it was called from.  That means that the shell that has called the process does not have to wait for the process to finish running before another prompt is issued.  Therefore other commands can be executed.  The process that is running in the background is sometimes running in a new window or otherwise it is just not seen.

A command can be issued at the prompt to run in the background by including the symbol & at the end of the command.  For example, the command emacs will open up an emacs editor in a new window (in an x-session) and the shell will not issue a prompt until the emacs window is closed.  If emacs & is used instead, the emacs editor will open in a new window, but a prompt will immediately be reissued in the shell so another command can be entered.  

Running a process in the background is useful when you want to open a program that will continue running in a new window, but you want to still be able to run other commands.  It is also useful when you issue a command that takes time to execute and you want to execute other commands in the meantime. Note: Don’t use the ampersand when running Pine, because your x-windows session will not spawn a new window for Pine.
Suspending processes and moving between foreground and background

Sometimes you are running a process in the foreground and you want to pause the process and issue another command.  This can be done by pressing <ctrl>z in the shell and suspending the process.  When you suspend a process, it stops running (but doesn’t get destroyed) and a command prompt is issued for another command.  The suspended process still appears in the list of processes from the ps command.

If you want to resume the running of a suspended process, first you have to use the jobs command.  When you type jobs at the prompt, it lists the processes running from the shell and tells whether they are suspended or not.



remus> jobs



[1]  - Suspended                     emacs



[2]  + Suspended (tty output)  emacs



[3]    Running                          ./a.out

At the beginning of each listed process it gives a number in brackets. This bracketed number is the job number and is needed to resume the process.

The command fg can be used to resume a suspended process in the foreground or to move a process running in the background to the foreground.  Both are done in the same way.  First you have to use the jobs command and note the job number for the process you want to run in the foreground.  Then type any of the following commands:


remus>fg #<job number>


remus>fg %<job number>


remus>%<job number> 

to resume running the process in the foreground.  So for example, in the display above, if I wanted to bring the first suspended emacs job to the foreground, I could type any of the following commands



remus>fg #1



remus>fg %1



remus>%1
To put in the foreground the last job placed in the background or last stopped job, typing the command fg with no arguments will work.


remus>fg
The command bg is used to resume running a suspended process in the background.  It is used exactly like the fg command except that the process starts running again in the background.  The commands that you could type at the prompt for this function include:



remus>bg #<job number>



remus>bg %<job number>



remus>%<job number> &
So as in the above example, typing 


remus>bg #1



remus>bg %1



remus>%1 &
would resume running job [1] in the background.
Typing bg with no arguments places in the background the last stopped job.



remus>bg
Troubleshooting Process Problems
1. 
Typing <ctrl>c while a process is running in the foreground will stop running the 

process . 
This is useful when you type a command that takes a long time to complete and you want to 
stop it or when you want to stop an erroneous command while it is running.  It also stops the 
running of infinite loops.  Unfortunately it sometimes doesn’t work to stop a process from 
running.  That’s when you have to open up another shell and stop the process using the kill 
command.
2. Sometimes a user on an x-session will open Netscape using the netscape & command and then before closing Netscape, she will issue the command again.  Doing this causes a lock to be put on Netscape for the user so she can’t open Netscape again.  This happens because a file called .lock is added to the .netscape directory on the user’s account.  This can be fixed by going into the user’s .netscape directory (type cd .netscape from the user’s home directory) and then removing the lock file (rm lock).
1. 
      If that doesn’t solve the problem, you need to determine the process ID number that is associate with Netscape and kill it, as described above.

Tab completion and History
Many of the UNIX shells that can be used come with various special features.  Two of the most useful ones are tab completion and history.  

Tab completion allows you to type a file or directory name without typing the entire name.  If you type the first letter or two of a file or directory and press the <TAB> key, the shell will complete the name of the file or directory if there is a name to match it.  You only need to type enough characters to distinguish the file or directory name from all other possible names.

Some shells retain a history of all the commands you have used most recently.  Depending upon what shell you are using, it will named something akin to .sh_history or .bash_history.  By using the up and down arrow keys you can navigate through all the commands you have recently issued from the command prompt you are at.  The up arrow key cycles back through the list of previous commands and the down arrow key cycles forward through the list of previous commands.  This is very useful for when you are using certain commands frequently or repetitively by allowing you to not have to type the command over each time.

Ypcat and Ypmatch

In Unix, every users information is kept in a database called yp passwd.  It has information in it such as your username and encrypted password, your finger information, your home directory, the type of shell you are running, etc.

When you log in, UNIX checks your username to see if you are in the yp passwd database, then checks to see if your password is correct, then starts you in your home directory as indicated in the yp passwd database.   Some users may be having problems logging in, or may not be sure they are in the system or may forget their username. So there are two utilities for you to look them up in the yp database called ypcat and ypmatch (which basically do the same thing).

ypcat

ypcat works much like cat except that instead of displaying the contents of a file it displays the contents of the yp passwd database. This would be very huge, so use the grep command to search for a string:


er3%>ypcat passwd | grep <search-string>
For example: 

er3%>ypcat passwd | grep nieradka
nieradka:###SDN9:44163:42000: ScottNieradka,,, 4189260:/eden/u7/nieradka:/bin/bash

The first thing is the username, then the hidden password, then the IID, UID (user ID, like a serial #), and GID (group ID, a serial # for your group, in this case students). Next is the finger information, consisting of in this case name and telephone number, then the home directory and finally, the login shell.

ypmatch

ypmatch does the same thing as ypcat but with a different syntax and can only search by username, so is less useful. Its syntax is:

er3%>ypmatch <search-string> passwd
For example:

er3%>ypmatch nieradka passwd
nieradka:###SDN9:44163:42000:Scott Nieradka,,,4189260:/eden/u7/nieradka:/bin/bash

Troubleshooting login problems

1. User is probshelled.
    User cannot log in. If you check them in the yp passwd database it will look like:


    er5%>ypcat passwd | grep nieradka
nieradka:###SDN9:44163:42000:Scott Nieradka,,,4189260:/eden/u7/nieradka:/bin/prbsh

Notice their login shell is /bin/prbsh.  This means he may have done something inappropriate (such as 
use his account for commercial purposes) and his account access was suspended. He needs to go
 to the Information Center to discuss the situation.

2. User is kerbshelled.
    User cannot log in. If you check them in the yp passwd database it will look like:


    er5%>ypcat passwd | grep nieradka
nieradka:###SDN9:44163:42000:Scott Nieradka,,,4189260:/eden/u7/nieradka:/bin/krbsh

Notice his login shell is /bin/krbsh. This means he just needs to fill out a form with information 
such as name and social security number located at this web address:    

              http://www.eden.rutgers.edu/rats/kerbshell_change.cgi

3. User is trying to use the wrong username. 

   You will need to look up the correct username.  This is best done through the Find People 
link off the main Rutgers web page (http://www.rutgers.edu).  If the user has elected to hid
 information in that database, you can either attempt to use the ypcat command, or contact a 
supervisor.

4. User is trying to use an account that does not exist.
    You can quickly verify if they have an account with the ypcat command, and see if they need
 to try to make their account again.

Text Editors

Emacs: Introduction 

A text editor is a program that manipulates plain text (ASCII). Most text editors are full screen editors (they display a full screen of text) as opposed to line editors (which display one line at a time). Emacs is a full screen text editor supported by NBCS. On NBCS UNIX machines the default version of emacs is the GNU release of emacs.

Starting emacs

To start emacs from the UNIX system prompt type:



toolbox>emacs

This will open up an empty unnamed buffer in emacs.  (If you’re in Exceed, emacs will open in a new window.  If you’re in telnet, it will open up in the same screen as the prompt.)  If you want to open a specific file in emacs, type at the prompt:



toolbox>emacs <filename>

The filename argument is the name of the file you wish to edit or create. If the file already exists, emacs opens up that file.  If it does not exist, it opens up an empty buffer named <filename>.  So, for example, if you wanted to open up and edit a file called test.txt, you would type:



toolbox>emacs test.txt
If you are using Exceed and wish to start emacs in the same shell you are currently using, type:



toolbox>emacs –nw <filename>

The –nw stands for no new window.

Emacs Basics

A window now appears, with a bar across the bottom displaying information about the file, and a line below it where commands you type will appear. To start, simply type in the top section, and use the arrow keys to navigate.  All commands are keystroke based, and usually are holding the <ctrl> key down and a letter, or pressing and releasing the <esc> key and then pressing a letter. (Note that emacs calls the <esc> key Meta, and abbreviates it with a capital M.)   Holding down <Alt> also acts as meta from most terminals.

In emacs, a buffer is an area of memory where editing is done. These changes are not reflected in files until that buffer is saved to a file. In emacs white space is blank lines, spaces, or tabs.  Indented or blank lines separate emacs paragraphs. Emacs sentences are terminated by a paragraph separator or one of the following punctuation marks followed by two spaces: a period, an exclamation point, or a question mark.

Note: If you are using emacs in Exceed, most of the following commands can be found and used from the menu bar that appears at the top of the emacs window.  Also, using emacs from in Exceed allows you to use the mouse to highlight text for editing where a telnet session may not. 

Saving, Loading, and Exiting: keystrokes you need to know

Exiting and suspending
<ctrl> x <ctrl> c exits emacs. If you have not saved all the buffers you have changed, it will ask if you want to save those buffers before you exit. NOTE: if a buffer is not associated with a file, this exit will not ask to save your work. 

<ctrl> z suspends emacs and returns to command level. In UNIX you can have multiple sessions suspended and resume one with either the % or fg command.

<ctrl> g exits currently executing command. 

Saving and inserting files
<ctrl> x <ctrl> s saves the current buffer into a file. 

<ctrl> x <ctrl> w writes the current buffer into a file and prompts you for a filename. 

Getting Help in Emacs

These are a few of the informational commands available within emacs.

<ctrl> h starts the help command. 

<ctrl> h <ctrl> t starts the emacs tutorial. This is the recommended method for learning emacs. 



 

To star the tutorial from the command line type:


er5%>teach-emacs

Cursor Movement

Moving your cursor allows you to select where in the displayed text the current action is to take place. On some screens the cursor is a flashing underscore character (_), on others it is a colored rectangle. The arrow keys work well to navigate Emacs on most systems, but there are other options for advanced users, which can be more time efficient. 

<ctrl> e moves the cursor to the end of the current line. 

<ctrl> a moves the cursor to the beginning of the current line. 

<ctrl> p moves the cursor to the previous line. 

<ctrl> n moves the cursor to the next line..

Controlling the display allows you to select what part of the buffer you are looking at.

<ctrl> v scrolls to the next screen. 

<esc> v scrolls to the previous screen. 

<esc> < moves the cursor to the beginning of the buffer 

<esc> > moves the cursor to the end of the buffer 

Text Handling

Changing existing text requires the text handling commands. 

<ctrl> u repeats a command multiple times.



To go down 10 lines type:   <ctrl> u 10 <ctrl> n 

<ctrl> k kills from the cursor to the end of the current line. 

<ctrl> _ undoes the previous action. Repeated undos will undo preceding actions. 

<ctrl> @ places a mark at the cursor. A region is the text between a mark and the cursor. 

<ctrl> <SPACE> places a mark at the cursor 

<ctrl> w kills the selected region. 

<esc> w copies the selected region. 

<ctrl> y yanks back (restores) the most recent deletion done by any of the above kill commands or by a copy. 

<esc> y yanks back (restores) a previous deletion done by any of the above kill commands or by a copy. MUST be preceded by a <ctrl> y. 

HINT: an effective way to move whole regions of text from place to place is to set a mark (with <ctrl> @) at the top of the region you wish to move, then move the cursor down to the bottom of the region and then delete the region (with <ctrl> w). Then move the cursor to the place where you want this region moved to, and restore (yank) the region back in (with <ctrl> y).
Going to a particular line, the goto command
Often, programmers want to go to a particular line to fix a line of code.  To do this, do the following:

Press <ESC> and <X>.  Then at the bottom of the screen you will see <M-x>.  You will be able to type in this field so type in “goto-line” then press <enter> (Note: You can use the tab key to type the rest of the command, such as goto-l <tab>).  Then you will see “Goto line:” at the bottom of the screen.  Type the line number you wish to go to and then press <enter>.
Modes

Modes are the different interfaces available to emacs, depending on the type of file. They automatically indent and format the file for the programming languages or document type’s syntax.

Emacs provides many alternative modes, each of which customizes emacs for editing text of a particular sort. The major modes are mutually exclusive, and each buffer has one major mode at a time. The mode line normally shows the name of the current major mode, in parentheses.

The least specialized major mode is called fundamental mode. This mode has no mode-specific redefinitions or variable settings, so that each emacs command behaves in its most general manner, and each option is in its default state. For editing text of a specific type that emacs knows about, such as Lisp code or English text, you should switch to a major mode, such as Lisp mode or Text mode.

You can select a major mode explicitly for the current buffer, but most of the time emacs determines which mode to use based on the file name or special text in the file.

Explicit selection of a new major mode is done with a <esc> x command. From the name of a major mode, add “-mode” to get the name of the command to select that mode. Thus you can enter Lisp mode by executing <esc> x lisp-mode.
Highlighting Syntax

One useful feature emacs provides is the ability to highlight syntax for a given programming language. This allows for easier-to-read code, with keywords for that programming language highlighted in different colors.

To highlight syntax in Emacs:

1. Click on the “Help” item in the Emacs toolbar.

2. Under “Options”, select “Global Font Lock (highlights syntax)”.

You must have Emacs running under the appropriate major mode for Global Font Lock to work properly. For example, if you are editing Java code, switch to Java major mode by executing <esc> x java-mode, then enable Global Font Lock. {LF}
Pico

Pico is a simple and user-friendly text editor with an interface very similar to Pine. Knowing a text editor like pico will come in handy when encountering computer science students doing homework in the lab. It is useful for creation and simple editing of files such as HTML code for web pages. To start up pico, just type pico at the prompt and the editor will open up to a new untitled buffer.  If you want to open up a specific file in pico, just type at the prompt:

toolbox>pico <filename>

The file named <filename> will then open up in the pico editor.  To edit text in pico, simply begin typing.  The arrow keys will allow you to move around the window.

Pico commands
Pico relies heavily on keyboard commands. The mouse is still useful for highlighting text, however you have to use keyboard commands to execute cut and paste. Most of the important commands in pico are listed at the bottom of the pico window (the ‘^’ symbol is used to represent the <ctrl> key.)  Some of the most useful commands are highlighted here. 


<ctrl> o saves the file that you are editing


<ctrl> r opens a new file and inserts all its contents at the cursor


<ctrl> k cuts a line of text


<ctrl> u pastes a line of text that was just cut

 <ctrl> x exits pico (it will prompt you to save if you’ve made changes that you haven’t saved)


<ctrl> g brings up the help screen

  <ctrl> j formats (justifies) the current paragraph

  <ctrl> t brings up the spell checker

  <ctrl> r inserts an external file at the current cursor position

  <ctrl> w brings up a finder (where is) for text, neglecting case

  <ctrl> v moves forward a page of text

  <ctrl> y moves backward a page of text 

There are more commands in pico than those that are listed at the bottom of the screen.  These commands are explained in the help screen that appears when you press 
<ctrl> g.
VI

VI is an older text editor from the late 70’s.  It is very difficult to use for a beginner, since you will not likely encounter it very often the discussion of it will be kept brief.  To open up VI, just type vi at the command prompt.  If you want to open up a specific file, type:


remus>vi <filename>

VI has two main modes: command mode and input mode.  In command mode only commands can be entered (no text can be added) and in input mode, plain text can be typed in.  When you start VI, you start in command mode.  To type in text, you have to enter a command like either i to insert text or a to add text to the end of a line.  After you enter this command, you can type text.  When you’re done typing, hit the <esc> key to return to command mode.  It can be very complicated to keep track of which mode you are in.  Some important commands in command mode are:


:w <ENTER> will save changes to the file



ZZ will exit VI and save the file


:q! <ENTER> will exit VI without saving the file


x will delete a single character


dd will delete a whole line of text
<line number> <ENTER> will go to a specific line number
These are just some of the really basic commands of VI that you should know just so you can move through it if you have to.  There are many more commands that you can find if you consult the man pages for VI.

Pine: Introduction

Pine is the most popular email reader on the Rutgers system. Pine can be used to read, write and manage email, with an easy to use interface.  Pine is also highly customizable, with many options to make it look and act how you want. Pine offers many improvements over older text-based mail programs, including:

· Easy to use menu driven interface.

· Easy to use address book features.

· On-screen alert messages.

· Extensive on-line help.

Starting Pine
If you are using menus
1. At the main menu, type mail.

2. Once in the mail menu, type pine.

3. If this is the first time Pine has been used on your account, a greeting text will 
                  appear. 
4.  Simply press enter and you will be at Pine’s main menu.

If you have a prompt
1. At the prompt, type pine.
2. If this is the first time Pine has been used on your account, a greeting text will a
ppear.  
3. Simply press enter and you will be at Pine’s main menu.

The Main Menu

After starting Pine, the Main Menu appears. Each menu in Pine has a similar layout: at the top, the screen name and other pertinent notes, in the middle, the work area, then the message prompt line, and at the bottom is a list of available commands for this screen. The Main Menu lists Pine’s main options as shown below:

PINE 4.10   MAIN MENU                             Folder: INBOX  6 Messages

       ?     HELP               

          -  Get help using Pine

       C     COMPOSE MESSAGE            -  Compose and send/post a message

       I     MESSAGE INDEX        
          -  View messages in current folder

       L     FOLDER LIST             
          -  Select a folder OR news group to view

       A     ADDRESS BOOK       
          -  Update address book

       S     SETUP                          
          -  Configure Pine Options

       Q     QUIT                           
          -  Leave the Pine program

   Copyright 1989-1999.  PINE is a trademark of the University of Washington.

? Help                       P PrevCmd                 R RelNotes

O OTHER CMDS > [ListFldrs]                  N NextCmd                 K KBLock

     (The Main Menu)

The arrow keys can be used to navigate the menus, or the shortcut letter can be used. (For example, C to compose message)

Getting Help in Pine
The available commands for any screen in Pine are listed at the bottom of the screen. In most areas of Pine pressing either “?” or <ctrl>g will bring up Pine’s on-line help. The help screen that appears shows help on the feature of Pine that is in use. The “E” key will exit help. 

Messages

Writing a Message
The first option in the main menu after help is “C –Compose Message.” Selecting this will bring you to the Compose Message screen, where you can write and send email. Pressing “C” at almost any time in Pine will bring you to this screen; you do not have to be at the main menu. 
PINE 4.10   COMPOSE MESSAGE                       Folder: INBOX  6 Messages

To      :

Cc      :

Attchmnt:

Subject :

----- Message Text ----

^G Get Help  ^X Send        ^R Rich Hdr  ^Y PrvPg/Top ^K Cut Line      ^O Postpone

^C Cancel      ^D Del Char  ^J Attach      ^V NxtPg/End ^U UnDel Line ^T To AddrBk

(The Compose Message Screen)
In the command menu above, the “^” character is used to indicate the Control key. This character means you must hold down the Control key while you press the letter for each command. 

Headers

To:

In this field, type the email addresses of your recipient(s). Separate multiple addresses with commas. When you are finished, press <Enter>.  Always check the addresses in both the To: and Cc: fields for accuracy and completeness before you send a message.

Cc:
In this field, type the email address(es) of the person(s) to whom you want to send copies. Separate multiple addresses with commas. When you are finished, or if you don’t want to send any copies, press return. 

Attachment:

This is an advanced Pine feature that allows you to attach files, including word processing documents, spreadsheets, or images that exist on the same computer from which you are running Pine. If you do not want to attach a file, press <Enter>. For more on attaching files see the later section: Attachments, on page 46 of this document.
Subject:

In this field, enter a one-line description of your message. Recipients appreciate a short, pertinent description, since this is what is seen when they scan their index of messages. When finished press <Enter>

To display more options in the header (such as blind carbon copy), use <ctrl>r.

Message Text:

Type your message. To move around, use the arrow keys. To delete a character, press <Backspace> or <Delete>.  To delete a line, type <Control>K.  To justify text, type <Control>J. (To undelete a line or to unjustify text, type <Control>U.) To check spelling, type <Control>T.

Sending a Message:

After the message is composed, type <Control>X; then press y or <Enter>. The message is sent, and a copy is sent to the sent-mail folder.   If a message cannot be delivered, it is eventually returned to you. If you want to re-send a message, you can use the F (forward) command.  For more information about forwarding, see the later section, Forwarding a Message.

Changing Your Mind:

If you change your mind after typing <Control>X to send a message, press n instead of y to continue to work on the message. While writing a message, type <Control>O (postpone) to hold your message to work on it later. The next time you enter the composer it will ask if you wish to continue typing the message. Typing <Control>C (Cancel) cancels the message entirely. 

Listing and Viewing Messages

To see a list of the messages you have received in your INBOX folder:

At the Pine Main Menu, press I (message Index). The selected message then will be highlighted. 
PINE 4.10   MESSAGE INDEX                        


 Folder: INBOX  Message 2 of 2 NEW

+A   1 Jun  9   John Smith              (6,879)       Re: Hello.

+N   1 Jun  9   Talulah Gosh           (8,611)       Coffee on Tuesday?

                   [2 messages expunged from folder "INBOX"]

? Help                          < FldrList            P PrevMsg         - PrevPage        D Delete          R Reply

O OTHER CMDS       > [ViewMsg]      N NextMsg       Spc NextPage    U Undelete      F Forward

New mail is placed in the INBOX folder of your account.

Reading a message
1. At the message Index screen, use the arrow keys to highlight the message you wish        

       to view.

  2.   Press V (ViewMsg) or press <Enter> to read a selected message.

To read the next message, press N (NextMsg)

To read the previous message, press P (PrevMsg)

To return from your message to the message Index, press I (index)

Replying to a message
To reply to a message that you have selected at the message index screen or that you are viewing:

Press R (Reply).

Pine will ask if you want to include the original message in the reply. In addition if the original message was sent to multiple recipients, Pine will ask if you wish to reply to all of them. Be sure to check the list of addresses in the To : and Cc: fields before sending a message to see who will receive it.

Forwarding a message

To forward a message that you have selected at the Message Index screen or that you are viewing:

1. Press F (Forward). A copy of the message is opened and the To: field is highlighted. 

2. Enter the address of your recipient and send the message as usual. Note that you can modify the original message if you wish, for example, to forward only a portion of it, or add a message or notes of your own.

The Message Index
The selected message is highlighted. The first column on the left is blank, or shows a “+” if the message was sent directly to you (i.e. it is not a Cc.) The second column may be blank, or it may contain:

“N” if the message is new (unread)

“A” if you have answered the message (with the reply command)

“D” if you have marked the message for deletion. [Note:: If you answer a message as well as mark it deleted (in either order), you only see the “D”.]

The rest of the columns in the message line show you the message number, date sent, sender, size, and subject.

Most of the commands you need to handle your messages are visible at the bottom of the screen. Pressing O will display Other Commands that are available. These “other commands” do not need to be on the screen to be used.

Deleting a Message

You keep your Pine folders clean by routinely deleting messages you do not want.  There are two steps to deleting messages: marking it for deletion and then expunging it. To mark a message you do not want for deletion:

1. At the Message Index screen select the message you want to mark for deletion, or simply view the message. 

2. Press D (Delete). 

If you are looking at the Message Index screen when you mark a message for deletion, a “D” appears in the left column of the message line, and the next message, if there is one, is selected.  If you are looking at the Message Text screen when you mark, a “DEL” briefly appears in the upper right corner of your screen, you get an on-screen message that the message has been deleted, and the next message, if there is one, appears.

Undeleting a Message

If you change your mind about a message you have marked for deletion, use the U (Undelete) command to remove the deletion mark any time before you expunge a message. Remember: after you expunge a message, Pine cannot get it back.

Expunging a Message

A message that is marked for deletion remains in Pine until you expunge it. You can expunge a message that is marked for deletion at any time, or you can wait until you quit Pine. Once you have a few messages marked for deletion, you may want to expunge them before you continue to work, because it is easier to look through an index that contains fewer messages. To expunge a message:

1. At the Message Index screen, press X (eXpunge) You are asked:

Expunge # message(s) from “foldername”?

2. Press y (yes) or press <Return>. Messages, marked for deletion, disappear.

Pine Folders

Messages can quickly accumulate in your INBOX folder. If you use email often, soon you will have hundreds of messages. You need to delete messages you do not want, and use folders to organize messages you wish to save. A folder is a collection of one or more messages that are stored so you can access and manage them. 

Organizing Messages with Folders

You can organize your email messages into different folders by topic, correspondent, date or any other category. You can create your own folders, and Pine automatically provides three:

The INBOX folder- messages sent to you are listed in this folder. When you first start Pine and go to the Message Index screen, you are looking at the list of messages in your INBOX folder.   Every incoming message remains in your INBOX until you delete it or save it to a different folder.  The saved-messages folder is the default folder for saving messages to. The sent-mail folder – copies of messages you have sent are stored in this folder. 

Moving Between Folders

From almost anywhere in Pine pressing L will display the collection list of folders.  The INBOX folder contains your new email messages. When you start Pine and press I (Index) at the Main Menu, you see a list of messages in your INBOX folder.  If you want to see the messages in another folder, you need to change folders. To go to another folder:

1. Press L (ListFldrs). You see the Collection list screen.

2. If it is not already highlighted, use the arrow keys to highlight the Mail line and press 


<Enter>. You see an expanded list of folders, in which your current folder is highlighted.

3. Use the arrow keys to highlight the folder you want.

4. To see an index of messages in that folder, press >. When done press < to return to the previous screen.
Adding a Folder

1. Press L. You see the Collection List screen, highlight the collection you want and press  <Enter>. You see a list of folders.

2.    To add a folder, press A. You are prompted for the name of the new folder.

3.    Type in a name for the folder and press <Enter>. 

Deleting a Folder
1. Press L. You see the Collection List screen, highlight the collection you want and press <Enter>. You see a list of folders.

2. Use the arrow keys to highlight the folder you wish to delete. 

3. To delete the entire folder of messages, press D (Delete). You are asked: Delete “folder”?
4. Press y (yes) if you want to delete the folder and all of its messages. The folder disappears.
Saving a Message to a Folder You Specify

You will find it useful to create additional folders for storing messages on particular subjects. To save a message to a folder you specify:

1. At the Message Index screen, use the arrow keys to highlight the message you want to save, or, at the Message Text screen as you view a message, press S (Save) to save message. You are asked if you want to save it to the saved-messages folder or to another folder:

SAVE to folder in <Mail...> [saved-messages]:

2. Type a folder name and press <Return>. For example, to save a message to a folder named "papers" type papers and press <Return>. If this is the first time you have named this folder, you see the message: 

Folder "papers" in <Mail...> doesn't exist. Create?

3. Press y or press <Return> to create the folder. Once you have created the folder, or 

whenever you type the name of a folder that already exists, you see a message like this one:

[Message # copied to "papers" in <Mail...> and deleted]

If you do not specify a folder, Pine will save messages in the saved-messages folder.


3. 
4. 





3. 

4. 
Using the Address Book
As you use email, you can build a list of your regular email correspondents in your Pine address book. At the Pine Main Menu, press A. You see the Address Book List screen. Your personal address book, .addressbook, will be highlighted. Press <Return>. You can use the address book to store email addresses for individuals or groups, to create easily remembered "nicknames" for these addresses, and to quickly retrieve an email address when you are composing a message. There are two ways to add addresses to your address book: you can add them manually or take them from messages. With either method, you specify nicknames for your correspondents. A single address book entry (or nickname) can point to just one email address, or, it can point to more than one. When it points to more than one, it is called a distribution list. Each distribution list has a nickname, a full name, and a list of addresses. These addresses may be actual addresses, other nicknames in your address book, or other distribution lists. 

Adding Single Addresses or Distribution Lists Manually

To add single addresses or distribution lists manually: 

1. Have ready the address or addresses you want to add. 

2. At the Pine Main Menu, press A (AddrBook). You see the Address Book List 



screen, with .addressbook highlighted. 

3. Press <Return>. 

4. Press @ (AddNew) and follow the instructions. 

Taking Single Addresses

To take a single address from a message you are viewing or have selected in the index: 

1. At the Message Text or the Message Index screen, press T (TakeAddr).  [Note:: The T command is not visible on your screen unless you press O (OTHER CMDS), but you need not see this command to use it.] You see the Take Address screen. If there is more than one address to take, you see this message: 


 [Single mode: Use "P" or "N" to select desired address]

2. Use P (Prev), N (Next), or the up and down arrow keys to select the address you want, and press T (Take). At this point, or, if there is only one address to take, you see this message: 

               Enter new or existing nickname (one word and easy to remember):

3. Enter a nickname for your correspondent and press <Return>. 

4. Follow the instructions. (Type <Control>G if you need help.) 

Using Address Book Entries When Composing Email

When composing a message, at the To or the Cc (Carbon Copy) fields you can enter an email address by either typing the entire email address or typing a nickname you have set up in the address book. For example, there was an entry for “Rich” in your address book, you could type the following nickname in the To field: 

     To: Rich
After you press <Return>, Pine will provide the full address for Rich from the address book as follows: 

     To: Richard Balyut <rbalyut@university.edu>

Select a name (or names) from the address book as you compose a message. 

To send a message to one person: 

1. Place your cursor in the To or Cc field and then type <Control>T (To AddrBk).

2. Use the arrow keys to highlight the name you want. 

3. Press S (Select) or press <Return>.

To send a message to several people: 

1. Place your cursor in the To or Cc field and then type <Control> T (To AddrBk). 

2. Type L (List Mode).

3. Using the arrow keys, place an x before each name you want.

4. Press S (Select) or press <Return>.

Printing Messages

If you are on a PC or a Mac:

1. From either the Message Index screen or the Message Text screen, press % (Print).

2. Pine will ask if you wish to print using “attached-to-ansi”. Answer y (yes).

If you are in Exceed:

1. From the Main Menu go to Setup.

2. Select Config.

3. Check “print-offers-custom-cmd-prompt”(you only have to do the first three steps 



once).

4. From either the Message Index screen or the Message Text screen, press % (print).
5. Pine will ask you if you wish to print using “attached-to-ansi”. Below this there will 



be an option, “C –Custom print.”

6. Type C for custom print.

7. Enter the UNIX print command; lpr –P[printername]
Attachments

Electronic mail was designed to handle plain text. Anything else (sounds, pictures, executable programs) can get corrupted in the sending. So the MIME (Multipurpose Internet Mail Extensions) standards were created to permit these kinds of files to be sent safely.

MIME-compliant mailers like Pine permit these non-text files to be "attached" to the text portion of the message, after being encoded into something that uses only plain-text symbols. When another MIME-compliant mail program receives such a message, it sees special headers that tell it to call a program to decode the attachment, turning it back into the sound, graphic, etc. Base64 is the encoding method used by many MIME-compliant mailers; some also understand the UNIX uuencode/ uudecode format.

To Detach an Attachment in Pine

As a text-only mail reader, Pine cannot display anything other than text. It can let you detach the attachment and save them to your UNIX account, where it assumes you have the appropriate program for viewing it, but that is the best it can do. When it detaches the file, it will show the MIME-type of the file, so you will know if it is a PostScript document or a sound file or a GIF picture, but you will then have to find the appropriate program to display it. If you are using a telnet connection, since telnet is a text-only communications method, you will have to download the detached file, as a binary, to your desktop machine, where you (hopefully) have something appropriate to display it.

To detach an attachment in Pine:

1. Read the message. 

2. Press V to View the attachment. 

3. Use the arrow keys to move to the attachment, if it hasn't been selected 



automatically. 

4. Press S to Save it. 

5. You will be prompted with a filename. Do one of the following:



<Return> if you accept that name 



<Delete> the old name, enter a new name, and press <Return> 



<ctrl>t to see what files already exist so you don't overwrite an existing file 

6. You will get a message with the full path name where the file has been written. 



Note this path name. 

7. Press E to Exit the Attachment Index. 

8. You will be back at the message. 

Please note that the file has only been saved to your UNIX account, not to your desktop machine. After you quit Pine, you can transfer the detached file to your desktop machine. The FTP program is usually the best method.
Sending an Attachment in Pine

Before you send a file as an attachment, you must transfer it (as a binary, if necessary) to your UNIX account. Again, FTP is probably the best tool for this. Once the file has been copied to your account, you can start Pine. When you compose the message in Pine, just add the file name to the "Attchmnt:" header. For example,

     Attchmnt: subdir/file.jpg

If you misspelled the file name, Pine should tell you immediately that it cannot find the file. If you cannot remember the name of the file, <Control>t will display the files on your account. Select the file you wish to attach. When you send the message, Pine will find the file listed in the "Attchmnt:" header, automatically encode it, and send it off with the message.

Setup Options

These variables are kept on your account in a file called .pinerc, which is read by Pine each time that it starts. You can change them through the Config item in the Setup command in the Main Menu.

Suggested Options to Change

nntp-server=news-nb.rutgers.edu

Tells Pine where the Netnews server is, so that Pine can be a news reader as well. 

editor=/usr/local/bin/emacs

Tells Pine to use the emacs text editor instead of Pico (Pine’s default editor), when an editor is requested. 

speller=/usr/local/bin/ispell

Tells Pine to use the named spell checker, ispell, instead of the default. (ispell is generally considered friendlier than the standard UNIX spell checker, spell)

The variable feature-list contains a number of sub-variables that can be toggled on and off. They are all off by default. It is recommended you enable the following, though you may choose others as well. To get a description of the feature, press “?” while the feature is highlighted. 

enable-suspend
Allows you to press <Control>z to suspend Pine and access the UNIX system prompt. Type fg at the prompt to resume Pine. 

enable-full-header-cmd

While reading a message, gives you the command (H) to see all the headers of that message, not just the standard Date:, From:, To:, and Subject: headers.

enable-aggregate-command-set

Gives Pine a command (;) to operate on groups of messages (e.g. save more than one message at a time into the same folder.) rather than single messages only.

enable-alternate-editor-command

Gives Pine a command (^_) to bring up the alternate editor specified in the editor variable.

enable-bounce-command

Gives Pine a command (B) to let you re-send an email message you have received to a third person, as though the original sender sent it to that person directly.

signature-at-bottom

Pine includes the contents of a .signature file, if it exists, in every outgoing message. It adds this at the start of a message, to remind you to delete it if you do not want a signature on that message. If you rarely change your signature, or if you are just tired of moving the signature to the end of the message you should select this option

print-offers-custom-cmd-prompt

This option allows easy printing from X-Windows by adding the custom print command to the print menu. When you print, there will now be a “C – Custom print” option. If you do not wish to print “attached-to-ansi”, select “C” and then type the UNIX print command (lpr –Pprintername)

Miscellaneous
Sending mail to another account automatically

On each account that you have at Rutgers there is a way to have all the mail you receive on that account forwarded to another address of your choice.  This is done by creating a .forward or .qmail file. Both of these files are used to forward email from one account directly to another.  Different types of mail servers use different software, which is why we have both .qmail and .forward.  If your server is running the older sendmail (like remus or eden) then you would use a .forward file.  But if your server is running qmail (like rci and nbcs) then you would need a .qmail file.

To create this file, perform the following steps: In your home directory, open up a file named .forward or .qmail in your favorite text editor.  On the first line of that file type the full e-mail address of where you want your messages forwarded to.  Then save the file and exit the editor.  From that point on, all the mail that gets sent to the account you created the file for will be forwarded to the e-mail address in the .forward or .qmail file.



















Troubleshooting Pine Problems

1.   Inbox is read only:

Typically happens when UNIX thinks that there is another copy of Pine running.  Use the previously described methods for finding and killing processes to destroy the extra Pine process.  Remember if you are on one of the machines in the eden cluster, such as er2,  you must log into each machine (er3, er4, .. er7) separately and look for processes.  If there is no other copy of Pine open, look for a *.lock file in their home directory or in /var/mail/ and delete it.

2.   Cannot delete or save messages:
The user is probably over quota and most likely their time has expired.  Use the previously described methods to bring the user under quota and then go back and save or delete messages.

3.   User’s inbox is corrupted:

Go to /var/mail/ and open the file named by their username with your favorite text editor.  Make sure the absolute first line of the file starts with “From:”.  Scan through the file for other anomalies and delete them.

4.   Printing from Pine does not work:
If they are using telnet, first make sure that they are printing using Pine’s print command and not the print command from telnet’s file menu.  If they’re using the correct print command or they are not using telnet, check that their printer is setup correctly using the printer setup described above.  If their print command is setup correctly and they are doing everything right, check to see if the problem is related to the printers or the print queues using the methods described for those procedures.


Email spam filtering on eden and nbcs


Using webtools it is possible to filter junk email from your eden account.  To start, go to the webtools website
 


https://www.eden.rutgers.edu/webtools



and click “Spam Filtering”. From here you can choose to either setup spam filtering, or to disable it.  When setting up spam filtering you can choose to filter based on email address or domain.  You also have the option to NEVER filter email from certain domains or email addresses.  On the same page you can choose a level for filtering.  Levels range from 1-20, where 1 is very strict filtering and nothing coming from outside of eden is allowed through, and 20 is very lenient, where everything is allowed through.  Keep in mind that spam filtering is also available for your nbcs accounts at 


http://www.nbcs.rutgers.edu/webtools 
Snapshot
        Up until 2 years ago, a user who lost files from his/her eden directory was told to call the Eden computer Operator at Hill Center to request a restore.   The Operator

would write down the request and put it in the queue. Within 48 hours the file would be retrieved off backup tape and placed in a directory called RESTORE inside the users directory.  The user was sent email to inform them of the restore completion and the files current location (normally in a RESTORE subdirectory within the users home directory).
Although in the recent past getting files restored from backup tapes was a complicated and long procedure for a user, today’s storage technology advances and inexpensive hard
ware allow for user files to be backed up to disk and are easily retrieved by 
the users themselves.

        All eden and rci users have a hidden directory above their home directory called .snapshot.  This directory is not visible with the ls -al command.

 When assisting a user with a restore, with his permission, go to his snapshot directory.  In this example, we will restore a file called local.login to user douglas' home directory.

> cd .snapshot

> ls




nightly.0  nightly.2  nightly.4  weekly.0   weekly.2   weekly.4   weekly.6

nightly.1  nightly.3  nightly.5  weekly.1   weekly.3   weekly.5   weekly.7

Normally you would want to restore from the most recent backup to find the most recent version of a file.  But there will be times when the files they want are older.  Nightly.0 is the newest daily restore. Nightly.5 is the oldest.  Weekly.0 is the newest full backup and Weekly.7 is the oldest

> cd nightly.0

> ls

Maildir                 

local.profile           
test~

bas-account-questions   
mail.txt                
unixtest~

bas-account-questions~  
nsmail                 
vaxsale

jumpin jack flash.doc   
oldedenfiles            
who

lines.request           

public_html             
whofile

lines.request~         

tarstuff                
whofile~

local.cshrc            

test                    
workfile

local.login             

testing

Basically this is an image copy of the users directory. Locate the desired file, and copy it to the users directory.

> cp -i local.login ~douglas

Connect to the douglas' home dir and list the files.

> cd

> ls
Maildir                 

mail.txt         

unixtest~

bas-account-questions   
nsmail          

vaxsale

bas-account-questions~  
oldedenfiles

who

jumpin jack flash.doc   
public_html      
whofile

lines.request          
 
tarstuff                
whofile~

local.cshrc            
 
test                    
workfile

local.login             

testing

local.profile          

test~

 The restore is complete * You are a hero
Troubleshooting Snapshot

If a file does not exist in the users snapshot directory, then it is likely he or she did not have it long enough for it to have been backed up.  A file needs to exist past the hour of midnight (which is when backups are run).  File integrity is not guaranteed at RU.  
FTP

Connecting to a remote server

FTP is an acronym for File Transfer Protocol, the means by which you can send and receive files from a remote server. A connection can be opened either of two ways:



1.  Directly at the command prompt, enter in:




er6%> ftp <server name>



2) OR after typing ftp, type this command at the ftp prompt:




ftp>open <server name>
Note:  When connecting to eden via ftp, you must use the server name ftp.eden.rutgers.edu. For all other Rutgers servers, the server name will suffice (for example, to use ftp with remus, the server name is simply remus.rutgers.edu).



ftp>open ftp.eden.rutgers.edu

When you open a connection with an ftp server, it will ask you for a username and then a password.  If you have an account on the server you wish to connect to, use that username and password.  Some ftp servers exist to allow people to download files such as freeware, drivers, images, music, etc., and many of these servers allow you to connect anonymously.

Please note that some servers may require you to use sftp (explained below) in place of ftp.
Transferring files

Once your are connected, a listing of files can be viewed using either the ls or dir commands.

Note: ls and dir will list files and directories for the server that you are connected into.  If you want to list the files on the server that you connected from, precede these commands with an ! (e.g. !ls or !dir).

The ls –al  command provides the same file output as dir. Files can then be placed or retrieved using the get and put commands.  Put allows you to put a file onto the server you have connected to, from the server you have connected from. Get places files from the server you have connected to onto the server you are connecting from. 



ftp>put <filename>



ftp>get  <filename>

Put and get only allow you to transfer one file at a time.  To transfer multiple files at once, use the commands mput and mget.  For example, if you wanted to transfer all files with a .html extension, you can use the command:



ftp>mput *.html

Modes

It is essential that when transferring files you make sure ftp is set to the correct mode.  All files are either ascii files or binary files.  Plain text files should be transferred in ascii mode, while most other files, including graphics files and program–specific files such as Word, should be transferred in binary mode.

To set the mode, simply type the mode you want to set ftp to once you are connected to a server.  For example:



ftp> binary
This changes the mode to binary.  If you wanted to change the mode to ascii then type:



ftp> ascii
Directory manipulation within an FTP session is very similar to a regular UNIX session.   These are commands you should be familiar with:



ftp>cd <directory>
changes the directories on the remote server



ftp>cdup 

changes the current directory to the parent directory 



ftp>lcd <directory>
changes the directory of the local machine



ftp>pwd

displays the current directory



ftp>delete

removes a file



ftp>close

closes the connection with the server



ftp>bye

quits ftp

Note: All the above commands except lcd pertain to the remote host.  To use these commands on the local machine, precede these commands with !.

If you need help at any time, the help menu can be accessed with ?.
sftp
sftp stands for Secure FTP.  It is similar to ftp.  In fact, the same commands are used with sftp as with ftp to transfer files from your machine to the machine you are connecting to, or vice-versa.  However, unlike ftp, sftp encrypts the data sent over the network in order to keep the transmission secure.
Handin


handin is the program that some CS classes use for homework submission.  It copies a CS student’s file or files to a folder on a DCS machine with the student’s username.  In addition, each file submitted using handin is marked with a timestamp so the grader will know whether or not the assignment was completed on time.  

The format for handin is:
remus>  handin <groupname> <file> [<file2> <file3> …]

The first part, handin is just the command name.  The <groupname> should be replaced by the group name given to the student by his/her TA.  If the student doesn’t remember his group name you can get a list of group names by typing:

remus>  handin –g | less

…and you’ll get output something like this:

If there are any questions or problems, please send mail to help@remus.

Valid groups are:

Obsolete                  cs111-section10-assign7 

cs111-section01-assign10  cs111-section10-assign2

cs111-section10-assign9   cs111-section22-assign3

cs111-section01-assign2   cs111-section11-assign10  

cs111-section22-assign4   cs111-section01-assign3   

cs111-section11-assign11  cs111-section22-assign5

If the student is in CS 111, in section 10 and wants to submit assignment 7, his group would be:

cs111-section10-assign7

This is a really easy way to find out the group but the user must know to which section he belongs.

The last part is the list of files he needs to submit.  Assuming the user’s username is joe, his files are called hello.c, string.c and output.txt, and that these files are in a directory called ~joe/assign7 you would type the following commands:

remus> cd ~joe/assign7

remus> handin cs111-section10-assign7 hello.c string.c output.txt

After typing the above commands the user’s files should have been successfully handed in.  To confirm this the user can type:

remus> handin –l <group-name>

If the files were handed in successfully you’ll get a message listing all the files that were received.  If nothing was received, you’ll get a message to that effect.  In the latter case try sending the files again paying very close attention to syntax.
Please be aware that classes may also use the WebCT or handin.rutgers.edu systems to submit their work instead of with this command.
Exceed
Exceed is a windows application that allows you to run and display Unix.  The graphical user interface (or GUI for short, pronounced goo-ee) for Exceed is X-Windows. There are many different window managers available for X-Windows such as fvwm, tvtwm, olwm, ctwm etc.; each of which has a different look and feel to it (although most are similar to the GUIs you are already familiar with, such as Windows and MacOS).

The Exceed operating environment

When using eden, in order to run an X-Windows session in Exceed you must have certain configuration files in your UNIX account.  No matter which window manager you want to use you need a file named .xinitrc, which is the initialization file for starting X-Windows.  If you do not already have this in your account, you can copy it into your account from:


/usr/local/X11/lib/X11/default.xinitrc

Be sure to name it .xinitrc.  The last line of this file tells Exceed which window manager to run.  It should read as follows:



exec <name of window manager>

If, for instance, you want to use fvwm for you window manager, you would edit the last line to be



exec fvwm

You will also need the configuration file for the window manager you want to use.  They can be copied from the following sources on eden:



For fvwm:



/usr/local/X11/lib/X11/fvwm/system.fvwmrc



Save as .fvwmrc.



For twm:



/usr/local/X11/lib/X11/twm/system.twmrc



Save as .twmrc

On eden, the default window manager is Common Desktop Environment (cde for short).

Note: you can also customize window configurations on other Rutgers accounts (eden, remus, toolbox) in a similar manner as for eden.  These accounts don’t have .xinitrc files, but rather they use a .xsession file.

Once you become comfortable with the X-windows interface, you can modify your window managers to your own tastes. For further information on this topic, as well as numerous window managers you can download, check the Window Managers for X web site, located at http://www.plig.org/xwinman/
Troubleshooting Exceed Login Problems

When you can't log into an X-windows sessions using Exceed, there are several things that could be the cause:

1. Check that you are using the correct username and password for the UNIX system you are attempting to access.  You cannot run an x-session on a system if you don't have an account on that system.

2. If you are over quota and the time has expired, you will not be able to run an x-session.  You must log into your account through a telnet/ssh session and get account back under quota before an x-session is possible.

3. If the file that initializes an x-session is corrupted, you will need to restore it.  The newuser command restores the UNIX setup files .cshrc, .login and .xinitrc back to the system default (which were set up at account creation). This is useful if you made changes to your system files that were detrimental or unwanted and not easily corrected.  It is also helpful if you deleted one of the files listed above.

X11

X11 is a Macintosh OS X program that allows you to run and display UNIX graphically.  The graphical user interface (or GUI for short, pronounced goo-ee) for X11 is X-Windows. X11 allows a user to run currently X-Windows applications and windows along with the native OS X windows and programs.
The X11 operating environment
Using X11 to connect to remote servers with X11 forwarding allows a user to open up multiple windows using GUI-based UNIX applications (see Unix GUI-based applications below) off of the remote machine.  After running X11 a user must open a terminal window in X11.  To open a terminal, first start
 X11, click on Applications, and then click on Terminal.
  A terminal window should be open with a command prompt displayed that is similar to this:



[arc001:~] johndoe: 

This prompt displays the machine, current directory path, and user logged in. At this prompt an SSH (secure shell) connection using X11 forwarding can be performed by executing the following command:



[arc001:~] johndoe: ssh  -X eden.rutgers.edu
This command can be broken down into 3 parts: the command ssh executes a secure shell, -X is a flag which turns X11 forwarding on, allowing the remote server to forward the X-Windows instructions, and eden.rutgers.edu which is the server the user is connecting to.  The server can be replaced with any server that supports X-Windows environments.  Furthermore if the username of the account on the remote server is different from the username on the OS X machine currently in use, the user can replace the server name with johndoe@eden.rutgers.edu. The johndoe is the username to be used on the server be connected to.

Troubleshooting X11 Login Problems

When you can't log into an X-windows sessions using X11, there are several things that could be the cause:

1. Check that you are using the correct username and password for the UNIX system you are attempting to access.  You cannot run an x-session on a system if you don't have an account on that system.
2. If you forget to put in –X or use a lower case ‘x’, the connection will not have X11 forwarding on.  As such, no programs will open new windows and programs requiring their own window will fail to open.
3. If the file that initializes an x-session is corrupted, you will need to restore it.  The newuser command restores the UNIX setup files. cshrc, .login and .xinitrc back to the system default (which were set up at account creation). This is useful if you made changes to your system files that were detrimental or unwanted and not easily corrected.  It is also helpful if you deleted one of the files listed above.
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Unix GUI-based Applications


There are a number of applications that can be run in Exceed by using commands at the prompt.  These include Netscape, XMaple, Ghostview, and Acrobat Reader.  These programs can only be run from Exceed (i.e. they can’t be run from telnet) and some are only available on certain hosts.  Here we will give a brief overview of each program.

Netscape
Netscape is the same web browser that you can use on the PCs and Macs.  It is run by typing the command netscape at the command prompt. 



er2%>netscape &
You should note that there is ampersand (&) after the name of the application.  This is important to use it in Exceed because without it, the window that you are running the application from becomes useless.  The reason for this is that any time you use a command, it is run in the foreground and nothing else can be done in that window until the process has completed.  Putting an ampersand at the end of the line tells UNIX to run the process in the background, thus spawning a new window and allowing the window to be used for other things. A new window will appear and it will be running Netscape.  

Note: When running netscape from Exceed, the cache gets saved on your account for pages that you have visited.  This cache can get pretty large and can send you over your account quota.  From time to time you may have to remove files from this cache.  It should be located in your home directory under ./.netscape/cache and ./.netscape/xover-cache.  You can also set your cache size to 0 through preferences in netscape to keep this problem from occurring, but it may cause netscape to become noticeably slower.
Xmaple

Xmaple is an Exceed version of a mathematics program that can be found on the Macs and PCs.  It can be used to do a lot mathematical computation, graphing, solving, and programming.  To start xmaple, just type the command xmaple at the prompt.  A new window will appear running xmaple.  Xmaple can only be run off an eden x-session.



er2%>xmaple &
Xv

xv is a simple graphics viewer for UNIX systems.  If you have a graphics file in your home directory named foo.jpg, you’d type



er2%>xv foo.jpg &

to view the picture.  As with xmaple this command won’t work through a telnet session.

Ghostview

Ghostview is a program that is used to view and print postscript files (files with the extension .ps.)  To open ghostview, just type ghostview at the command prompt.  If you want to open a particular file, type:



er2%>ghostview <filename> &

The file called <filename> will open in ghostview.  

Adobe Acrobat

Adobe Acrobat is a program that is used to view and print .pdf files.  In order to open this program in Exceed, just type acroread.  If you want to open a particular file, type:



er2%>acroread <filename> &
Adobe Acrobat will open the file in a new window.  Then the file can be viewed and printed as needed.

Miscellaneous Information
Aliases
Aliases are added anywhere in your .login file. Aliases create a nickname or shortcut for a command. For example, instead of always typing out telnet toolbox you may make an alias shortening it to tools. The syntax is:

er4%>alias <nickname> “<command>”
For example:


er4%>alias tools “telnet toolbox”
The command is in quotes, because otherwise UNIX would misunderstand the space. 

User information commands
whoami

whoami returns the username of the current user logged into the shell.



er4%> whoami



nieradka
















































.signature
The .signature file is appended to any email message you send.  It can be created in Pine or with any text editor.  It is convention to keep it under 4 lines because more than that is usually annoying to the receivers of your email.

Telnetting through emacs
For those who want more control when they’re using telnet, such as the ability to delete entire lines of text, you can use emacs to telnet to another server.  The most common usage of this so far is to telnet to lab-line so that you have a bigger scroll back buffer.  To actually do this, open emacs, then type <esc> x telnet <server>, where <server> is the name of the server you wish to connect to (such as lab-line).

Procmail
Procmail is a way to filter your incoming email.  To learn more about it, read the man page for procmailrc on toolbox. 

Program compilation
One of the main uses of UNIX is as a powerful programming platform, but it’s rather hard to program if you have no idea how to compile your program.  As such here is a list of common programming languages being used on our UNIX machines and the program needed to compile them, as well as the flags you will need.

Java – to compile a java program you must use the javac (JAVA Compile) command to compile it.  The syntax is 


remus>javac program.java

where program.java is the programs name and it must have the .java extension.  After it has been compiled it will have the exact same name with a .class extension instead of .java.

Note: To run the compiled java program (after you have created the ‘.class’ file,


          you have to type ‘java program’ without the .class or .java extensions.

C – to compile a C program you type 


remus>gcc –o programname filename.c
where filename.c is the name of your source code and programename is the name of the compiled, executable version of your program.

C++ – The command to compile a C++ program is 


remus>g++ –o programname filename.c++
where filename.c++ is the name of your source code and programename is the name of the compiled, executable version of your program.

Fortran – The command to compile a Fortran command is 


remus>f77 filename.f –o programname
where filename.f is the name of your source code and programename is the name of the compiled, executable version of your program.
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